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Abstract
Semantic Web (SW) rule languages, such as Notation3 (N3), add declarative programming abilities to the SW
platform. To execute rule-based programs, instead of building complex abstract machines, an option is to
translate the program into an imperative language; in that case, the latter’s compiler or interpreter can simply
be used to execute the program. We propose a challenge to implement top-down reasoners by pre-compiling
rules into a modern imperative language. The features of these languages, e.g., functions as first-class citizens
and co-routining, and their extensive libraries, can simplify such a translation. Tackling this challenge can
yield development simplicity, compared to typical abstract machine implementations; and integrated logic and
imperative environments, as translated code can be directly called from other imperative code. We propose one
solution to this challenge, called fun3, which pre-compiles N3 rules into Python functions. We provide initial
performance results that show the feasibility of solving this challenge while not overly sacrificing performance.
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1. Introduction

Rule-based reasoning in the Semantic Web (SW), i.e., reasoning based on logical implications, adds
declarative programming for decision making and problem solving. SW declarative programs follow
SW principles for interoperability and exchangeability, and can operate directly on domain ontology
concepts. E.g., in health informatics, applications include decision logic for interoperable health data [1],
laboratory testing protocols [2], finding clinical pathways [3], and mitigating guideline conflicts [4].

A possible mechanism for executing rule-based programs is backward-chaining, a.k.a. top-down,
reasoning. This starts from a given query, and attempts to resolve it using rule conclusions; the
conditions of these rules are resolved using facts from data, or conclusions of (other) rules; of which
the conditions then need to be resolved, and so on, until all relevant conditions are resolved. It has
the benefit that not all possible rule conclusion instances need to be inferred. Top-down reasoning
is often implemented using a Warren Abstract Machine (WAM) architecture [5], as it allows for the
efficient execution of rule-based programs. WAM is still the standard for Prolog today [6]. However,
WAM can be complex to implement, with multiple control structures (e.g., resolution stack, trail stack,
choice point stack) and different hardware architectures to optimize for. There exist simplified abstract
machines that could be easier to implement, which we discuss in related work. However, such an
architecture always leads to an abstract machine that is wholly separate from other accompanying code.
Such code is often written in an imperative language, and includes Web servers, database connectors,
machine learning components, etc. for which imperative languages may be more suitable or popular.

Alternatively, the rule language can be translated into a high-level imperative language [7].In that
case, the execution of the translated program can be delegated to the compiler or interpreter of the
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imperative language. The declarative rule program, for instance, in the form of translated imperative
functions, can then also be directly integrated with imperative programs. This approach was first
proposed by Nilsson et al. for Pascal [8], and later implemented by Weiner et al. [7] for C. Since then,
modern, high-level languages have been developed with features that can simplify the translation, and
support mechanisms such as co-routining (i.e., delaying evaluation until arguments are instantiated).
Challenge. Implementing a top-down reasoner for a SW rule language, by pre-compiling declarative

rules directly into a high-level imperative language, thereby using the target language’s compiler or
interpreter to execute the translated rules. To the extent possible, the translated code should only use
constructs (e.g., functions, lambdas, classes) and mechanisms (e.g., recursion, co-routining) provided by
the target language. E.g., WAM-style structures and mechanisms are to be avoided. Abstract data types
can still be utilized, e.g., to more elegantly support SW concepts such as IRIs, literals and blank nodes.

This challenge targets the development simplicity of rule-based reasoners, by avoiding the implemen-
tation of a custom abstract machine. This could increase the deployment of declarative reasoning on SW,
but may come at the expense of execution performance. We provide initial performance results of one
challenge solution in this paper. The challenge also targets integrated logic and imperative environments,
as translated code (e.g., functions) can be directly integrated into imperative programs [9]. The target
language tooling can also be exploited to debug the ruleset, i.e., via its translated program; or perform
performance / memory analysis. Our exemplar here is the Notation3 (N3) SW rule language [10, 11].
The eye reasoner, which was written in Prolog on top of SWI-Prolog [12] and supports both bottom-up
and top-down reasoning, has been the state-of-the-art N3 reasoner for over 2 decades1. However, eye
represents only a single platform (Prolog) and is maintained by a single team, which may undermine the
longevity of N3 and reduce its breadth of features2. It would thus be advantageous if other top-down
reasoners could more easily be developed for other platforms and by other teams.

We provide a preliminary solution to this challenge for N3, namely fun3 (functions implementing N3).
fun3 pre-compiles N3 rules into functions in the Python modern imperative language. We also used
Python to implement the translation process. Top-down reasoning is implemented using continuation
passing [7] and unification via comparisons and argument passing. We implemented a small set of N3
builtins as a proof-of-concept; and SW abstractions as Python classes to increase the code’s conciseness.
To reduce translation complexity and improve performance, Python offers the following:

• Functions as first-class citizens: to implement continuation passing, we can simply pass functions
directly as continuations, meaning we do not require special constructs (e.g., freeze, melt [7]).

• AST library: using this library, we can programmatically construct Python programs during
compilation, and directly run the Python programs after their construction.

• Extensive libraries & tooling: aside from the AST library, Python has many other libraries for e.g.,
implementing builtins (e.g., optimization, scheduling, machine learning). It also has extensive
tooling available for debugging and analyzing the translated code.

• Simplicity: Python is known to be relatively easy to learn and use. Hence, both our translation
and translated code may be easier to understand than other imperative languages. This relative
simplicity comes at the cost of lower performance compared to e.g., C or Rust.

• Co-routining and tabling support: Python functions can be paused and resumed, which can be
used to implement co-routining in rule languages. Python decorators [15] can also be used to
implement tabling (i.e., memoization). These are considered future work and not tackled here.

Regarding development simplicity: the fun3 translation code (gen.py), not counting utility functions
(e.g., simplifying code generation with the AST library) and SW abstractions, takes up less than 700
lines of code. Our implementation and an online demo can be found in our GitHub repository [16]. We
evaluated correctness using a custom test suite, and provide initial performance results that show the
feasibility of overcoming the challenge without sacrificing too much performance.

We invite others to take up this challenge, and design other solutions and address other source (e.g.,
SHACL rules [17]) and target languages (e.g., Rust, C).
1The cwm [13] and jen3 [14] reasoners only implement bottom-up reasoning, and are currently not maintained.
2While eye is open-source, extending it would require knowledge on Prolog and the underlying eye architecture.



2. Background

2.1. Notation3

Notation3 (N3) Logic is a formalism that extends the Resource Description Framework (RDF) with
rule-based reasoning. It adds graph terms and collections as first-class citizens, together with rules; and
offers a range of math, string, list and logical builtins, with support for Scoped Negation As Failure
(SNAF) [11, §3.10.4]. We refer to the W3C Community Group Report [11, 18] for a complete specification.

Let 𝐼 , 𝐵, 𝐿, and 𝑉 denote the sets of Internationalized Resource Identifiers (IRIs), blank nodes, RDF
literals, and variables, respectively. The set of N3 terms, 𝑇𝑁3, is recursively defined as follows:

• 𝐼 ∪𝐵 ∪ 𝐿 ∪ 𝑉 is the set of atomic terms;
• { {𝐺} | 𝐺 ∈ 𝑁3𝐺𝑃} is the set of graph terms, where 𝐺 is an N3 graph pattern (see below);
• {(𝑡1, . . . , 𝑡𝑛) | 𝑛 ≥ 0, 𝑡𝑖 ∈ 𝑇𝑁3} is the set of collection terms.

An N3 triple is a tuple (𝑠, 𝑝, 𝑜) ∈ 𝑇𝑁3 × 𝑇𝑁3 × 𝑇𝑁3, and an N3 graph pattern (N3GP) is a set of N3
triples. Variables (or “universals”) in N3 are universally quantified, whereas blank nodes are existentially
quantified. We call a Triple Pattern (TP) an N3 triple that features variables or blank nodes. Regarding
syntax, a variable is written with the ? prefix, graph terms are delineated by curly braces {}, and
collection terms are written using brackets (). The other terms are written the same way as in RDF.

An N3 rule is written as an N3 triple, with a subject and object graph term that act as rule clauses;
and predicate log:implies or log:impliedBy. The syntax offers syntactic sugar => and <= for these
predicates, respectively. For brevity, we will use these symbols from now on. From an operational
semantics standpoint, the eye and fun3 reasoners execute rules with <= as top-down rules. The “head”
of a rule is the conclusion being implied, and the rule “body” constitutes the conditions that imply the
rule head. As our paper focuses on top-down reasoning, we only consider top-down rules. In particular,
the following subset of rules, where 𝑇𝑁3∖𝐵 is the set of N3 terms without blank nodes (𝐵):

{tp0} <= {tp1 . . . tp𝑛} with
tp0 ∈ 𝑇𝑁3∖𝐵 × (𝑇𝑁3∖𝐵 ∖ {=>, <=})× 𝑇𝑁3∖𝐵 and
tp𝑖 ∈ 𝑇𝑁3 × (𝑇𝑁3 ∖ {=>, <=})× 𝑇𝑁3 for 1 ≤ 𝑖 ≤ 𝑛 and 𝑛 ∈ N

In the rule head, only 1 TP (tp0) is allowed (as is the case for eye and Prolog), and no blank nodes are
allowed. We furthermore assume that all variables occurring in the head of the rule also occur in its
body. Neither the rule head or body allow nested rules, as the triple predicates cannot be => or <=.

Below, we show N3 rules for determining the :descendantOf relation, together with N3 data triples
(namespaces omitted for brevity):

Code 1: descendantOf rules with example data.

: w i l l : h a s P a r e n t : v i c . : v i c : h a s P a r e n t : ed . : ed : h a s P a r e n t : p e t e .

{ ? x : descendan tOf ?y . } <= { ? x : h a s P a r e n t ?y . } .
{ ? x : descendan tOf ?y . } <= { ? x : h a s P a r e n t ? z . ? z : de scendan tOf ?y . } .

The first line shows 3 triples, stating that :will has a parent :vic, :vic has parent :ed, and :ed

has parent :pete. The first rule (top-down) states that a resource ?x having a parent ?y (object; rule
body) implies that ?x is also a descendant of that parent ?y (subject; rule head). The second rule states
that a resource ?x having a parent ?z that is itself a descendant of ?y (rule body), implies that ?x is
also a descendant of ?y (rule head). Given an example query :will :descendantOf ?a., top-down
reasoning will find ancestors of :will using the above rules and data triples.

Structured N3 terms, including graph terms and collections, are called ground in case they do not
include variables, and unground otherwise. We show an example of these structured terms below:

Code 2: Example rule with unground collections and data.

: w i l l : top ( : l o t r : h h g t t g : h o b b i t ) . : l o t r dc : t i t l e " Lord o f the Rings " .



{ ? person : l o v e s ? t i t l e . } <= { ? person : top ( ? book1 ? book2 ? book3 ) .
? book1 dc : t i t l e ? t i t l e . } .

The first line shows a data triple with a ground collection, listing the top 3 books of :will, and a
triple stating the title of the first book. The rule states that a person having a top 3 list of books, with
the first book having a title (rule body), implies that the person loves the latter title (rule head). Note
that variables nested in the collection are hereby referenced in other rule TPs.

3. Methods

Our approach relies on continuation passing to implement top-down reasoning. We summarize our
implementation of this mechanism below (Section 3.1). We discuss our unification mechanisms (Sec-
tion 3.2) and how builtins can be implemented (Section 3.3). Details will be provided in a subsequent
publication. Note that we use the term “function” to refer to functions in imperative languages.

3.1. Continuation Passing

Continuation passing has been described as "threading together" the subgoals in a rule body [7]. We
describe this concept in the context of N3 rules, where subgoals correspond to TP resolutions. Below,
we discuss the generation of a set of functions per rule (rule functions), the runtime linking of these
functions using continuation passing (top-down reasoning), and finding rule candidates for linking
(clause indexing). Figure 1 illustrates this process for the data and second rule in Listing 1.

Rule functions. Per rule, a rule function is generated for each TP in its body. Figure 1 shows rule
functions fun rule2 and fun rule2_2 for the second rule in (Listing 1); the corresponding rule TP are
shown on the right-hand side. A rule function will attempt to resolve its TP, i.e., find matching values
for its variables, by searching for data triples or via top-down reasoning. For each set of matching
values, the rule function will call its continuation. For all but the last body TP, this continuation is the
next body TP’s function (e.g., rule2_2), also called “internal” (int ctu). This way, a rule’s functions are
“threaded together” at compile time.

Figure 1: Illustration of continuation passing for Code 1.

Variable values are passed to rule functions using parameters3. The first rule function will have
parameters for the rule head’s variables (e.g., (x,y) for fun rule2), and subsequent functions have
additional parameters for each prior body TP variable (e.g., (x,y,z) for fun rule2_2). As body variables,
we consider both universal and existential (i.e., blank nodes) variables. Since blank nodes cannot occur
in the rule head (see Section 2.1), only universals are considered there.

In Figure 1, fun rule2 will call its continuation fun rule2_2, passing arguments will for x, a for y, and
vic for z. The first two values were originally passed by fun ruleA; the third value was obtained by
fun rule2 by searching for data matches. Functions will use these parameter arguments to restrict the
resolution of their TP; this is also referred to as sideways information passing [19].

3Variable names are disambiguated so they do not overlap across rule functions.



Top-down reasoning. The body TPs of a rule can be resolved by “invoking” other rules, i.e., top-
down reasoning. In Figure 1, a body TP from another rule A, :will :descendantOf ?a., is resolved
using the head TP of rule 2, ?x :descendantOf ?y. Such target rules are selected at compile-time.

In our case, “invocation” means the body TP’s rule function (fun ruleA) will call the other rule’s first
function (fun rule2). We say that input is provided for rule 2: after unification (see below), values for its
head variables are passed as arguments (will for x, a for y). If there is no value, the special any will be
passed, which matches anything. The rule’s functions will then be executed as described above; internal
continuations are called with values for head and body variables (e.g., vic for z). In case these functions
can resolve their TP,the last rule function will call an “external” continuation (ext ctu). Here, we say
that the rule’s output is provided: values for the rule head’s variables are passed (will for x, ed for y).

In more detail, external continuations are implemented as lambda functions, which are also passed to
the first rule function (not shown in Figure 1 for brevity). Hence, they represent a “threading” together
at runtime. The pseudocode below illustrates the compile- and runtime threading:

Figure 2: Compile- and runtime threading.

At compile time, fun ruleA is compiled to call fun rule2 to commence top-down reasoning; also,
a lambda function (external continuation) is compiled to call the subsequent fun ruleA_2 (internal
continuation). At runtime, the lambda function is passed to fun rule2; if successful, the latter will call
the lambda function with its output—i.e., values for its head variables. The lambda function will pass
on those arguments needed by fun ruleA_2. Using runtime external continuations, fun rule2 can thus be
used by any external function, such as fun ruleA, to resolve a body TP. Clearly, this approach is only
possible in imperative languages where functions are first-class citizens, such as Python.

Clause indexing. To find rule candidates for resolving a TP, we apply clause indexing [7]. Currently,
we map concrete predicates4 to first rule functions, using the predicate in the rule’s head TP. We note
that, as a “WAM-style structure”, this does not contradict the challenge, as the clause index is only used
during translation and does not occur in the translated code.

3.2. Unification

We discuss unification in the context of top-down reasoning. If a body TP can be successfully unified
with a head TP, then the body TP may be resolved using the rule associated with the head TP.

TPs are unified based on a pairwise unification of their terms. Term unification checks whether
two terms can be considered identical by comparing concrete terms and substituting variables. We
describe our implementation of unification below, for ground terms and variables (Section 3.2.1) and for
unground structures (Section 3.2.2).

3.2.1. Concrete terms and variables

If both the head and body TP terms are concrete, i.e., either ground structures (collections, graph
terms) or concrete atomic terms (literals, IRIs), we compare them at compile time. Unification succeeds
if they are equal. For the example in Figure 1, the predicates of the body TP of rule A and the head TP
of rule 2 will unify, as they are both descendantOf.

If the head TP term is a variable, an input value can be provided for it, and an output value will be
provided by the rule (as described before). Figure 3 shows the pseudocode for fun ruleA.

4We assume predicates will not often be variables; if so, they are still considered but cannot be found using the index.



Figure 3: Pseudocode for fun ruleA.

Passing input. The rule’s first function fun rule2 will have parameters (e.g., x, y) for the variables.
If the body term is concrete, it is simply passed as an argument. E.g., when unifying the subjects of the
body TP (will) and head TP (x), term will is passed as an argument for x. If the body term is also a
variable and it occurs as a parameter (e.g., a), this means it was found in a previous body TP, and thus
has a prior value. So, this value is similarly passed as an argument: e.g., to unify TP objects ?a and ?y, a
is passed as an argument for y. These constitute unifications, as the passed values will now be used in
rule 2. In case the body variable did not have a prior value, then we pass the special any as argument.

Using output. Regardless of the above, we will also unify by using the output value provided by
the rule. This covers cases where there was no prior value for the body variable, or this value was any.
As part of top-down reasoning, the provided external continuation will be called with a value for the
head TP variables (i.e., “output”). Here, we pass on the value for y to the next internal continuation of
rule A (fun ruleA_2), thus ensuring the unification of the two variables.

If the head TP term is concrete, and the body TP term is a variable, then we cannot pass input as
above. Here, we use an example that unifies the objects of body TP ?title :titleOf ?book (from
“rule K”) and head TP “Hobbit” :titleOf ?livre (from “rule L”). The subjects are unified as described
above. Figure 4 shows the pseudocode for rule K.

Figure 4: Pseudocode for rule K.

Runtime comparison. If the body variable (e.g., ?title) had a prior value, then we can unify by
adding a runtime comparison between the body variable and head term.

Using constants. Analogous to before, in order to ensure unification, we will also pass the concrete
head term (e.g., "Hobbit") as the body variable’s value to the next continuation.

Data matches. The same unification takes place when searching for data matches. In that case, the
above mechanism is applied for a “head TP” with variable terms ?s, ?p and ?o.

3.2.2. Unground structures

Ground structured N3 terms, including collections and graph terms (Section 2.1), are unified as described
in the prior section. Special consideration is needed for unground structured terms (or structures). We
consider the case for collections; unground graph terms are treated analogously.

An unground collection example is illustrated in Listing 2. As shown there, nested variables, such as
?book1, can be referenced in other body TPs. Hence, we treat them as “regular” variables; they have
corresponding function parameters, and values for them are passed to subsequent rule functions. We
thus first extend the rule generation described before (Section 3.1). For the example’s second TP:

Parameters are added for the collection’s nested variables from the first TP. The example also shows
a search for data matches (data.find), where the same unification as described before takes place.

Regarding unification, two unground collections (with the same length) are unified by performing
unification per nested term:



Figure 5: Pseudocode for the unground collections example.

Figure 6: Example ground collections and their unification.

Unifying an unground collection with a single variable is more complex, and requires (a) instantiating
the collection with function parameters; and (b) indexing the collection to get values for nested variables.

In the first case, the body TP term is an unground collection. We introduce a new example, where
the body TP is :will :top ( :lotr :hhgttg ?missing ) (from “rule M”) and head TP is ?p :top

?books (from “rule 7”), and we focus on their objects. Unification proceeds similarly to before (Figure 7):

Figure 7: Pseudocode for rule M.

Passing input. As the head term is a variable (?books), the rule function will have a parameter for it.
The body collection (:lotr :hhgttg missing) is instantiated, if possible (here, with an argument for
missing), and passed as an argument for books. This unifies the collection with the head variable.

Using output. Analogous to before, we ensure unification by using the rule output. The external
continuation (lambda function) will be called with a collection5 for the head variable (books). We index
this collection to get values for the nested variables (books[2]). We then unify these values with the
nested variables by passing them to the next continuation (ruleM_2).

In the second case, the head TP term is an unground collection. Using another example, the body
TP is ?p :bottom ?books (from “rule Q”) and head TP is :will :bottom ( ?other :wheeloftime )

(from “rule 14”), and we again focus on unifying their objects.

Figure 8: Pseudocode for rule Q.

Runtime comparison. If the body variable ( ?books) had a prior value, we add a runtime comparison
to check whether the body variable matches the “compile-time” version of the head collection—i.e., they
have the same length and their concrete terms unify.

Passing input. The first rule function will have parameters for the nested variables (other) in the
head collection. We index the body variable6 to get values for these nested variables (books[0]). As

5This value will be a collection due to the prior unification.
6Its value will be a collection due to the above comparison. It may also be any, which spawns more any’s upon indexing.



above, this requires ?books to have a prior value. This unifies the nested variables with concrete values.
Using output. The external continuation will be called with values for the nested variables. We ensure

unification here by using these values (other) to instantiate the rule head’s collection, and pass the
latter as the body variable’s value to the next continuation (ruleQ_2).

3.3. Builtins

Builtins are predicates with predefined semantics for math, string, list, time, logical and other operations.
E.g., this TP uses the math:sum builtin to calculate the total cost of a product:

( ?price ?shipping ) math:sum ?total .

The subject and object of the TP act as input or output for the builtin, depending on its mode [20].
Here, the subject collection constitutes the input; the math:sum builtin calculates the sum of its members.
The result is unified with the object of the TP (?total variable), which thus constitutes the output.

In our approach, builtins are implemented as predefined functions, which accept a subject and object
as arguments. If successful, a builtin function calls a continuation with the subject and object; one
of them may be substituted with a result, depending on the mode. We show the pseudocode for the
math:greaterThan builtin below in Figure 9.

Figure 9: Pseudocode for math:greaterThan builtin.

The builtin function checks whether the subject and object adhere to the expected term types and
datatypes (here, literals with a numeric datatype). After, the builtin checks whether the subject term
value is larger than the object term value. If so, the continuation is called with the same subject and
object. If not, the continuation is not called, and the TP will not yield any results.

Currently, we implemented several math builtins (sum, comparators) and list builtins (iterate, append).
Their implementation can be found online [16].

4. Experiments

To evaluate soundness, we validated fun3 with a custom test suite, including a subset of eye tests (in case
their builtins were supported by fun3). The test suite can be found online [16]. Future work includes
extending this test suite with new test cases. Moreover, we target a formal study of soundness and
completeness in a subsequent publication.

The remainder of this section reports on an initial performance evaluation of fun3, using the setup
described in Section 4.1. We provide the results in Section 4.2, and discuss them in Section 4.3.

4.1. Setup

Datasets and rules. We base ourselves on a previously introduced healthcare use case on Zika
screening [21]. For this experiment, we re-implemented the described CDC testing guidelines using
N3 rules. These rules determine whether a patient should be tested for Zika, based on factors such as
pregnancy, symptoms, recent travel to Zika areas, or sexual contacts. We expand on the test case with
rules of different complexity:



• Ruleset 1: rules only check a single condition for Zika testing, namely whether the person is
pregnant. Pregnancy is checked by a separate rule that finds active and confirmed conditions
with the clinical code for pregnancy. Utility rules allow for easier navigation of the HL7 FHIR
vocabulary. In total, there are 5 rules in this ruleset.

• Ruleset 2: rules check three conditions for Zika testing, namely pregnancy, whether the person
has a Zika symptom, and whether they had a possible Zika exposure, due to travel to a Zika area
or sexual encounters with a possibly exposed person. In total, there are 16 rules in this ruleset.

We represent patient data using the HL7 FHIR [22] vocabulary7, an EHR interoperability standard
that offers an RDF representation (Turtle syntax). We randomly generated datasets of patients with
increasing sizes (100, 200, 500, 700, 1000, 2000, 5000 patients) and varying likelihoods of matching rule
conditions: in Dataset 1% and Dataset 2%, patients respectively have a 1% and 2% chance of meeting a
condition for Zika testing. We show the detailed sizes of the datasets below:

# patients dataset 1% dataset 2%
100 875 1749
200 1882 3312
500 4603 7734
700 6353 11873
1000 9435 16878
2000 18252 34945
5000 44916 83582

Table 1
Datasets: number of triples.

All datasets, rules, and detailed experiment results are in our online GitHub repository [16].

Evaluated systems. We compare fun3 with eye v11.19.7, the only other N3 reasoner that can perform
top-down reasoning. We ran fun3 using Python v.3.13.5, the latest version at the time of writing. For
finding data matches, we currently use a simple datastore implementation that uses spo, pos, and osp
indices, and is based on the rdflib [23] SimpleMemory store. We use a C++ parser that was generated
by ANTLR [24] from the N3 grammar, and integrated into fun3 using Python language bindings.

Hardware. The experiments were conducted on a MacBook Pro with an Apple M1 Pro processor, 32
GB of RAM, and a 1 TB SSD, running macOS Sonoma 14.6.1. Each experiment was executed 5 times to
ensure reliable results, and the performance metrics were averaged over these runs.

4.2. Results

Tables 2 and 3 show the average data and rule load times (load), reasoning times (reason), and total
times (total; sum of load and reason times) for eye and fun3. Table 2 shows the overall times and times
per dataset; Table 3 shows the times per ruleset (overall times repeated for ease of reference).

overall dataset 1% dataset 2%
load reason total load reason total load reason total

eye 1405 7 1412 956 3 959 1854 10 1864
fun3 292 110 402 202 41 243 383 179 562

Table 2
Performance (milliseconds): overall and averages per dataset.

The time spent on average by fun3 to generate the Python code is 3ms for ruleset 1 and 5ms for ruleset
2 (part of reason times). Figures 10 and 11 plot the reasoning times for eye and fun3 against the dataset
sizes, grouped per dataset type.

7We use a simplified version of the FHIR vocabulary, which relies less on deeply structured data; it is described online [16].



overall ruleset 1 ruleset 2
load reason total load reason total load reason total

eye 1405 7 1412 1402 7 1409 1408 7 1415
fun3 292 110 402 287 36 323 298 184 482

Table 3
Performance (milliseconds): overall and averages per ruleset.

(a) Ruleset 1 + Dataset 1% (b) Ruleset 2 + Dataset 1%

Figure 10: Comparison of eye and fun3 performance (reasoning time) for dataset 1%.

(a) Ruleset 1 + Dataset 2% (b) Ruleset 2 + Dataset 2%

Figure 11: Comparison of eye and fun3 performance (reasoning time) for dataset 2%.

4.3. Discussion

Load times. We observe that average load times for eye are much higher than for fun3, by almost
a factor of 5 (4.8) on average. The eye reasoner uses SWI-Prolog Definite Clause Grammars (DCGs)
to parse N38. While DCGs are more maintainable, and integrate seamlessly with Prolog reasoning9,
they tend to offer reduced parsing performance—this especially becomes apparent for larger files.
SWI-Prolog’s clause indexing also trades load-time for execution efficiency, and may thus have a further

8eye loads Turtle data about 10x faster than N3 data; however, Turtle does not support N3 constructs such as graph terms.
9As mentioned, eye is built on top of SWI-Prolog.



(albeit likely much smaller) impact on load performance. As mentioned, fun3 uses an ANTLR C++
parser, which seems to perform much better.

Reasoning times. Inversely, average reasoning times for eye are far lower, by almost a factor of 16
(15.7) on average. We also note that, for datasets of increasing size, reasoning times for fun3 increase by
a larger factor compared to eye; especially for ruleset 2, i.e., the more complex ruleset. In fact, for ruleset
2 on dataset 2%, i.e., the dataset with more matching rule conditions, the increase in reasoning times fits
an exponential curve. While fun3’s reasoning performance is thus significantly impacted by ruleset
type and dataset type and size, eye’s performance is not significantly impacted by those factors.

It is not surprising that eye’s reasoning performance is far superior to fun3. The eye reasoner has
been under development for over 20 years, and the SWI-Prolog on which it is based for close to 40 years.
There are also no optimizations implemented in fun3. At the same time, we observe that the Python
code generation, an inherent part of our pre-compilation approach, is not a significant overhead.

This initial performance evaluation is clearly limited in scope, and does not provide a comprehensive
view of fun3’s performance for different rule- and datasets. However, we argue that it shows the
feasibility of the approach, at least for relatively small datasets. As outlined in the introduction, this
challenge may involve trading execution efficiency for development simplicity. That said, there are
several avenues for improving the performance of fun3, which we outline in future work. Another
consideration here is that, in contrast to eye, our approach yields a integrated logic and imperative
environment.

5. Related Work

Most related work has taken place in the Prolog realm. We discuss prior work on continuation passing
(Section 5.1), simplified abstract machines (Section 5.2), translation into other types of languages
(Section 5.3), and other work on compiling N3 into high-level languages (Section 5.4).

5.1. Continuation passing

This section focuses on continuation passing in Prolog, where most prior work has taken place.
The early work by Weiner et al. [7] seems the closest to our approach. The authors outlined 3 overall

approaches to running Prolog: (1) compilation of Prolog directly into machine code; (2) WAM-style
approaches, which compile Prolog into a sequence of instructions in a custom lower-level language,
which is itself implemented by a separate interpreter (e.g., WAM) [5]; and (3) continuation-style
approaches, which compile Prolog into a high-level language and rely on continuation passing to
implement non-determinism10. Like the authors, we pursue option (3) in this work.

The main benefit of option (3) is that the language’s existing compiler or interpreter can be leveraged;
in their case, the C compiler, and in our case, the Python interpreter. This makes the approach portable,
when such a compiler or interpreter is already installed on most machines; this is the case for both C and
Python. The approach further offers simplicity, as availability of a compiler or interpreter obviates the
need to write an abstract machine. Moreover, compared to option (2), the authors note that efficiency can
still be obtained, using a set of optimizing techniques. To implement continuation passing in C, which
does not support functions as first-class citizens, the authors implemented two primitives ("freeze" and
"melt") in assembly language. No details are given on the core approach to unification, aside from its
optimization based on argument modes, i.e., directionality.

We translated N3 rules into a modern high-level imperative language, Python, describing both our
continuation passing and unification approach. We further provide our implementation online.

Boyd et al. [9] translate Prolog into native C functions (called PIC, Prolog In C, functions). Such a
function will directly invoke other PIC functions to resolve its clause. Hence, as in our case, it relies
on the language’s call stack, instead of requiring a separate control stack as with WAM. Nevertheless,

10Here, this refers to Prolog predicates being able to return multiple values due to backtracking.



WAM-like unification instructions are still created, and WAM control structures (continuation lists,
analogous to resolution stacks; and copy, trail, and choice point stacks) are compiled into the PIC
functions. The authors mention, as a main benefit of their approach, the creation of a dual logic and
imperative programming environment, as PIC functions can be integrated into regular C programs.

Our challenge involves leveraging, to the extent possible, only the constructs and mechanism provided
by the target imperative language. However, it may become apparent that additional mechanisms may
be needed to optimize performance (e.g., tabling, reducing search space). It will be interesting to see the
performance impact of such mechanisms versus the extra complexity they introduce.

5.2. Other Prolog abstract machines

There exist Prolog abstract machines that depart from the “conventional” WAM architectures. SWI-
Prolog [25] is based on the ZIP [26] abstract machine, which, similarly to WAM, compiles Prolog into
an intermediate language. However, it is simplified compared to WAM, having only a minimal set of
instructions (7 instructions, without optimization). It interleaves compilation into ZIP instructions with
interpreted execution [25, 6]. BinProlog [27] replaces WAM with a simplified continuation passing run-
time system (the “BinWAM”), a heap-only runtime system that is specialized towards binary programs.
Prolog programs are compiled into operationally equivalent binary logic programs for this simplified
WAM, a “binarization” process that is similar to our translation into a series of continuations.

While the authors utilize simplified Prolog abstract machines, thus improving development simplicity
(one of the goals of our challenge), they do not meet the challenge introduced in this paper. (Note
that, as before and below, this is not a reflection on the quality of the approaches.) For more on Prolog
implementations based on WAM, as well as alternatives, we refer to Körner et al. [6].

5.3. Translation into other types of languages

Our challenge targets translation into imperative programming languages. Hanus [28] shows a trans-
lation into a functional logic language. They note that, while logical programming offers flexibility
due to free variables, unification and built-in search, it might yield infinite search spaces. Functional
programming offers compactness with nested expressions, and an optimal on-demand evaluation strat-
egy. It can thus be opportune to integrate their features in a single, functional logic language, such
as Curry [29]. The author maps logic programs into such functional logic programs, which keep the
flexibility of logic programming while reducing infinite search spaces to finite ones.

The language targeted by the translation is the functional logic language Curry, which was developed
by the author (and others) of the work. We argue that, by instead targeting a pre-existing (popular)
imperative language, the notion of an integrated programming environment becomes more enticing.
Such languages are also likely to have more tooling, which can be exploited to debug the original ruleset,
i.e., via its translated program; or perform performance / memory analysis.

5.4. Translating N3 into imperative languages

Van Woensel et al. [1] previously pre-compiled N3 rules, together with a domain ontology, into
blockchain smart contracts written in the Solidity imperative language [30]. The goal was to shield
domain experts, who are best suited to encode high-level smart contract logic, from the details of the
blockchain programming language. To support multiple blockchain platforms (e.g., Hyperledger [31],
with JavaScript), the N3 rules and ontology were converted into a “bridge” representation, which cap-
tures the declarative logic using general imperative programming constructs. These bridge abstractions
are then “transpiled” into specific blockchain languages, such as Solidity or JavaScript.

This work represented a first step for translating N3 into imperative programming languages. How-
ever, its implementation was informed by the (a) economic rules of blockchain-based systems, where
computational work expends cryptocurrency; and (b) limitations of the main target language, Solidity.
For that reason, the approach put a number of important restrictions on the input rules:



(1) N3 rules should be structured as a "star-shaped" graph, originating from single term and consisting
of sequential paths of nodes.

(2) All predicates should be concrete, and in the N3 graph from (1), variables can occur as intermediary
and leaf nodes, and concrete terms can occur as leaf nodes. Each URI term should further correspond to
exactly one ontology class declaration.

(3) The set of N3 rules should form a single "chain", where a subsequent rule relies on the output of
prior rules, until a final conclusion is inferred.

Hence, the approach did not implement top-down reasoning, in contrast to fun3. Continuation
passing would have been complex to implement, as Solidity does not support functions as first-class
citizens. For examples of translated smart contracts, we refer to its GitHub repository11.

EyeLet [32] uses Large Language Models (LLMs)—specifically Large Reasoning Models (LRMs) such
as ChatGPT o3—to translate N3 into Python programs. Hence, the approach uses both the same source
language (N3) and target language (Python) as fun3. In ad-hoc experiments, De Roo found that the
generated code frequently produces the expected outcomes without further debugging. Nevertheless,
such ad-hoc tests do not guaranteee correctness; and, in other cases, the generated code was found to be
(highly) inaccurate. It also often takes several minutes to generate a program. Of course, performance
and accuracy here can improve as the quality of the foundational model increases. EyeLet also supports
the production of goal-directed reasoning traces (proof-oriented explanations).

As fun3 always applies the same translation mechanism, once the mechanism has been proven sound
and complete, correctness can be guaranteed. Compared to EyeLet, the code generation overhead in
our experiment is negligible (Section 4.2). fun3 currently leverages Python’s built-in debugging support
(sys.settrace) to print an execution trace, which can serve as an explanation of the inferences.

6. Conclusion and Future Work

SW rule languages, such as N3, add declarative programming abilities to the SW. However, the com-
plexity of implementing top-down reasoners, often using abstract machines, may be a barrier for their
deployment. We propose a challenge that translates the declarative rules into a modern imperative
language. Then, the latter’s compiler or interpreter can be used to execute the translated program.
This challenge thus aims to (a) reduce the development complexity of top-down reasoners; and (b)
support integrated logic and imperative environments, as the translated code (e.g., functions) can be
integrated into imperative code. Modern imperative languages, featuring functions as first-class citizens
and extensive libraries, can simplify such a translation; their tooling can also be leveraged for debugging
and code analysis. Initial performance results show the feasibility of fun3 in solving the challenge.

In future work, we will extend our current test suite with new test cases, and formally study the
soundness and completeness of our approach. We further plan the following:

- Tabling. As tabling (memoization) is currently not implemented, certain rules will not terminate; and
intermediate results may be frequently re-computed, which could have a large impact on performance.
In Python, decorators [15] can be used to implement memoization.

- Co-routining. Co-routining in rule languages (see before) allows executing rules that would otherwise
not be executable (e.g., due to clause ordering and use of certain builtins). This could be implemented
using Python co-routining, where the execution of functions can be paused and resumed.

- Faster datastore. We currently rely on a simple datastore implementation that uses spo, pos, and
osp indices (Section 4.1). Using a more performant datastore implementation (e.g., covering multiple
variable access patterns) can reduce the overhead when searching for data matches.

- N3 builtins. We aim to implement the remaining N3 builtins, including those supporting Scoped
Negation As Failure (SNAF) [11, §3.10.4].

11https://github.com/william-vw/blockiot-cds/



Other optimizations will be pursued, including the re-ordering of TP’s, based on their shared variables
and estimated selectivity; and existing methods to reduce the backtracking search space. We aim to
target a more performant imperative language (such as C or Rust). We will look into “unfolding” the
continuation passing mechanism into a series of FOR-loops; while this will result in a larger size of the
translated code, loops may be more performant. Afterwards, we will perform a more comprehensive
evaluation; e.g., based on cases from OpenRuleBench [33, 34]. We also target a more fine-grained
performance comparison with eye that separately considers its parsing vs. indexing overhead. We
note that, when targeting a functional programming language (e.g., Haskell) instead of an imperative
language, existing work on backtracking (e.g., using monads [35]) could be leveraged.

Regarding explanations, fun3 already leverages Python’s built-in debugging (sys.settrace) to print
execution traces. In addition to debugging, these can also serve as an explanation of the inferences.

Finally, another avenue of future work is to support bottom-up (forward) reasoning. When allowing
for nested rules, bottom-up N3 rules can generate other, more specific N3 rules. For instance, such rules
can be generated based on an ontology’s TBox for optimizing reasoning [36].

Declaration on Generative AI
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