Proceedings of the ACM RecSys'09 Workshop on

Recommender Systems & the Social
Web

EDITORS

Dietmar Jannach, Werner Geyer, Jill Freyne, Sarabjot Singh Anand,
Casey Dugan, Bamshad Mobasher, Alfred Kobsa

October 25, 2009

New York, NY, USA



WORKSHOP CO-CHAIRS

Dietmar Jannach, TU Dortmund, Germany

Werner Geyer, IBM Research, Cambridge, MA, USA
Jill Freyne, CSIRO, TasICT Centre, Australia
Sarabjot Singh Anand, University of Warwick, UK
Casey Dugan, IBM Research, Cambridge, MA, USA
Bamshad Mobasher, DePaul University, USA

Alfred Kobsa, University of California, Irvine, USA

PROGRAM COMMITTEE / REVIEWERS

Shlomo Berkovsky, CSIRO, Australia

Peter Brusilovsky, University of Pittsburgh, USA
Carla Delgado-Battenfeld, TU Dortmund, Germany
Alexander Felfernig, TU Graz, Austria

Rosta Farzan Carnegie Mellon University, USA
Mouzhi Ge, TU Dortmund, Germany

Fatih Gedikli, TU Dortmund, Germany

Ido Guy, IBM Research, Haifa, Israel

Max Harper, University of Minnesota, Minnesota, USA
Shilad Sen, Macalester College, St. Paul, USA

Barry Smyth, University College Dublin, Ireland
Markus Zanker, University Klagenfurt, Austria



FOREWORD

The Social Web has been enjoying huge popularity in recent years, attracting millions
of visitors on sites such as Facebook, Delicious or YouTube. Today, we are no longer
mere consumers of information, but we also actively participate in social networks,
upload our personal photos, share our bookmarks, write web logs and annotate and
comment on the information provided by others. Following the exponential growth
in the popularity of Social Web sites, many traditional, non-social sites, are now
implementing social features. Likewise many enterprises are deploying internal
social media sites to support expertise location and sharing of work-related
information and knowledge. The Social Web therefore provides huge opportunities
for recommender technology and in turn recommender technologies can play a part
in fuelling the success of the Social Web phenomenon.

New application areas for recommender systems emerge with the popularity of
the Social Web. Recommenders can not only be used to sort and filter Web 2.0
and social network information, they can also support users in the information
sharing process, e.g., by recommending suitable tags during folksonomy
development.

Social systems by their definition encourage interaction between users and both
online content and other users, thus generating new sources of knowledge for
recommender systems. Web 2.0 users explicitly provide personal information
and implicitly express preferences through their interactions with others and the
system (e.g. commenting, friending, rating, etc.). These various new sources of
knowledge can be leveraged to improve recommendation techniques and
develop new strategies which focus on social recommendation. This social layer
can also be used as evidence on which to infer relationships and trust levels
between users for recommendation generation.

The Social Web also presents new challenges for recommender systems, such as
the complicated nature of human-to-human interaction which comes into play
when recommending people. Or, the design and development of more
interactive and richer recommender system user interfaces that enable users to
express their opinions and preferences in an intuitive and effortless manner.



Recommender technology assists social systems through increasing adoption and
participation and sustaining membership. Through targeted and timely
intervention which stimulates traffic and interaction, recommender technology
can play its role in sustaining the success of the Social Web.

The goal of this one-day workshop was to explore, discuss, and understand new
opportunities for recommender systems and the Social Web. The workshop consisted
both of technical sessions, in which selected participants presented their results or
ongoing research, as well as informal breakout sessions on more focused topics.

Papers discussing various aspects of recommender system in the Social Web were
submitted and selected for presentation and discussion in the workshop in a formal
reviewing process. The topics of the submitted papers included, among others, the
following main areas:

Improved algorithms for tag recommendation for Social Media resources.
Recommending Social Web resources such as shared bookmarks based on
folksonomies, tag contents and personal tagging histories.

Recommending friends in Social Networks.

Exploiting trust and other social relationships in Social Networks for improving
collaborative filtering recommender systems.

User modeling and recommendation based on ontologies and Web 2.0 content.
Attacks on Social Media sites.

The Workshop Organizing Committee
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ABSTRACT

Personalised tag recommenders are becoming increasingly
important since they are useful for many document manage-
ment applications including social bookmarking websites.
This paper presents a novel approach to the problem of sug-
gesting personalised tags for a new document to the user.
Document similarity in combination with a user similarity
measure is used to recommend personalised tags. In case the
existing tags in the system do not seem suitable for the user-
document pair, new tags are generated from the content of
the new document as well as existing documents using docu-
ment clustering. A first evaluation of the system was carried
out on a dataset from the social bookmaking website, Bib-
sonomy?. The results of this initial test indicate that adding
personalisation to an unsupervised system through our user
similarity measure gives an increase in the precision score of
the system.

Categories and Subject Descriptors

H.3.1 [Information Storage and Retrieval]: Content
Analysis and Indexing—Indezing Methods; 1.5.3 [Pattern
Recognition]: Clustering

General Terms
Algorithms

Keywords

tag recommendation, tag extraction, social bookmarking

INTRODUCTION

With the advancement of Web 2.0 and social bookmarking
websites, the recommendation of tags for these systems is be-
coming increasingly important. The major difficulties with
tag recommendation for social bookmarking are that tags
are related to specific users and the documents, users and
tags might be unknown to the recommender system. Sug-
gested tags have to be personalised and the system has to
be able to successfully recommend tags for scenarios where
the document, user and/or appropriate tag are not in the
training set.

Existing approaches to automated tagging include super-
vised as well as unsupervised tag recommender systems.
Classifiers [2] and clustering [5] have been used when a set
of predefined tags is known and the task is to assign these

"http://www.bibsonomy.org/
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tags to new documents. However, these supervised systems
do not have a solution to the new tag problem, akin to the
new item problem in recommender systems. Clustering can
be used to generate tags from the vocabulary of the docu-
ment set and is thus able to overcome the new tag problem.
However, tags from a vocabulary different from that of the
document’s authors will not be recommended. The super-
vised and unsupervised techniques on their own ignore in-
formation about users that may be available to the system.
People differ in their interests (documents/topics), vocabu-
lary (tags) and context. In order to successfully recommend
tags to users, vocabulary and tagging habits have to be taken
into consideration.

In this paper we suggest a solution to this problem that
consists of clustering the existing documents in order to
identify sets of similar documents which in turn identifies
the set of users whose tags may be propagated to the cur-
rent target user-document pair. A list of potential tags for
the new user-document pair is obtained from the tags of the
similar documents. A score is then calculated for each poten-
tial tag by taking a weighted combination of the similarity of
the document that the tag is assigned to and the similarity
of the user who assigned it, averaged over all posts the tag
appears in. If the score of a tag is below a set threshold,
it means that this tag is unsuitable for the user-document
pair. When the number of suitable tags is below a prede-
fined number ¢, new tags are generated from the content of
the document.

DOCUMENT CLUSTERING

There are various techniques that can be used to clus-
ter documents. The clustering approach presented by Song
et al. [5] takes into consideration document words and as-
sociated tags. Song’s approach clusters documents into a
predefined number of clusters nc. When finding the cluster
for a new document, each of the nc clusters is considered
and a cluster membership vector is generated for the new
document. The labelling of a document thus has a linear
time complexity O(nc). In our unsupervised approach the
number of clusters is defined by the data and indirectly by
the number of tags w considered in document clustering.
When finding the cluster for the new document, the whole
tree of clusters is considered, so that a document dealing
with a specialised topic is assigned to a leaf node while a
document dealing with a more general, broad topic is as-
signed to a cluster higher up the tree. Nevertheless, the
labelling of documents in our system has a time complexity
of O(log nc) as explained later. The main advantage of our



approach is that it can find the level of specialisation of a
document in a topic area and the potential set of tags for the
new document reflect its level of specialisation. Moreover,
the system is able to generate new tags.

The algorithm proposed here is a two part unsupervised
document clustering method consisting of a divisive and an
agglomerative clustering part. The aim of the algorithm is
to organise documents into reasonable clusters and define
a predefined number of unpersonalised tags, w, for the
documents based on the clusters they belong to. Note that
these w tags will be generated from words which appear in
the word corpus of the document dataset.

In the first stage of clustering (the divisive part), docu-
ments are clustered using bisecting K-Means [6], for which
different initialisation techniques were examined. Division
of clusters is performed until the documents in a cluster
satisfy the condition that they share at least s of their w
most important words (defined by their tf-idf-score) within
the cluster. The second clustering stage (the agglomerative
part) takes the final set of clusters generated by the divi-
sive part and merges them hierarchically to create a tree
structure of clusters.

The document representation used for clustering is bag-
of-words. Stop-words are removed and the dimensionality
of the data set is reduced to n using document frequency,
which proved to be an effective and cheap technique for di-
mensionality reduction in the experiments carried out by
Yang and Pedersen [7].

Divisive Part

1. define the number of tags w required to be assigned
to each document. This parameter, along with the pa-
rameter s below, indirectly determines the number of
document clusters (leaf nodes in the document hierar-

chy)

2. for each document, find w words with the highest tf-idf
score, tfidf ;, as the tags for that document

3. put all documents in one cluster

4. find w words as the tags on the cluster level for this
cluster (see section on finding tags at cluster level)

5. check if the cluster has only documents which share at
least s tags with the cluster level, 1<=s<=w. If yes
final cluster for this recursion path was found, stop; if
no proceed to split the cluster into two

6. split the cluster by finding two new cluster centroids
(as explained in Initialising KMeans below) and as-
signing each of the documents in the cluster to one of
the new centroids using cosine similarity.

7. for each of the two new clusters, perform steps 4-6.
Finding Tags at Cluster Level
Tags at the cluster level can be found by

e taking the t words with highest average tf-idf score
across all documents in the cluster

o recalculating the tf-idf on cluster level tfidf ., treating
clusters as single documents and the words from all
documents within a cluster as members of this single
document
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The second approach of recalculating the tf-idf values at
the cluster level has two advantages. Firstly, it makes sure
that the tags found for the given cluster are good for distin-
guishing it from other clusters. Moreover, it is interesting to
observe the change in cluster tags on different levels of the
clustering hierarchy. On the lowest level where clusters are
smallest, the cluster tags will be very specific to the topic
of the documents that are in the cluster. Higher up the
tree, when documents of different specialised topics share
the same cluster, the words that are common between these
documents and at the same time distinguish them from doc-
uments in other clusters will be chosen as cluster tags. The
tags assigned to clusters on different levels in the tree will
thus create a hierarchy of topics from general to specialised.

Initialising K-Means

The standard K-Means algorithm is initialised with ran-
dom points for centroids [1]. This is the cheapest with re-
gard to cost, however the choice of the location of cluster
centroids is not based on any underlying rationale. A better
method is to find two points which are far apart from each
other as centroids.

Our approach is to select the cluster centroids with the
goal of sooner satisfying the end condition of the clustering
process. The end condition in our case is that all documents
assigned to a cluster share at least s of their top w words
with the tags of the cluster. When faced with a cluster
that has to be split, we find the mean of the documents
in the cluster that do satisfy the end condition and set the
centroid of the first cluster to this mean. The candidates
for the centroid of the second cluster are all the documents
which do not satisfy the end condition. From these, the
document that is farthest away from the first centroid by
cosine similarity is set as the second cluster centroid. An
alternative is to select the document for which the tfidf,
scores for words which are tags of the cluster are lowest.

One problem that arises when clustering is that docu-
ments which do not share any attributes with any of the
two cluster centroids will have a cosine similarity of zero to
both centroids and thus cannot be assigned to one of them.
This is overcome by slightly pulling in the cluster centroids
towards the mean of all documents (described as “shrinking”
in the CURE Algorithm [3]) which eliminates values of zero
for attributes.

Agglomer ative Part

During the divisive step, documents are partitioned greed-
ily and research has shown that a second pass (using an ag-
glomerative clustering approach) across the resulting clus-
ters (leaf nodes) can help improve the clustering quality by
reversing sub-optimal splits occurring in the divisive step
[8]. Hence, after the divisive step we use the leaf nodes of
the tree and perform agglomerative clustering on them as
described below.

1. start with clusters produced by divisive part

2. find the two clusters for which the mean vectors are
closest by cosine similarity and merge them

3. repeat step 2 until a desired number of clusters r is
reached or until all clusters are merged into one

4. find tags for all clusters by calculating tf-idf on cluster
level (tfidf.) based on the documents in the clusters



The result is a hierarchy of cluster merges, with each cluster
having w tags which form a topic hierarchy from general to
specialised from the root to leaf nodes.

GENERATING NEW TAGS

To generate new tags for a document, the tf-idf score in
the document is calculated for each of its words and a user-
defined number k of the words with highest scores are pro-
posed as candidate tags. The target document is also as-
signed to a cluster within the cluster tree generated by the
clustering algorithm (see section on finding the document
neighbourhood) and the tags associated with the cluster are
also added to the candidate list of tags for the target doc-
ument. Note that some of these words may not appear in
the target document and are assigned to the document on
the basis of its similarity with other members of the same
cluster characterised by these words. The score assigned to
a tag is the average between the tf-idf scores on document
level (tfidf ;) and cluster level (tfidf ).

tfidf ;(word) + tfidf .(word)
2

FINDING PERSONALISED TAGS

The initial set of potential tags for the new document-user
pair (uq, docnew) consists of all tags assigned to documents
in the d-neighbourhood of the new document by any user
(see section on finding document neighbourhood below). For
each of these tags, a weight is calculated which measures
the suitability of the tag based on the similarity scores of
the documents that are related to the tag and the similarity
scores of the users who assigned that tag. The set of users
that we are interested in consist of the users who assigned
tags to one or several documents in the neighbourhood of
the new document.

The ¢ tags with the highest suitability value are finally
recommended to the active user. The formula for calculating
the suitability of each tag is as follows.

_ 1
- |post5tagi

wscore(word) =

sutt(ua, tag,)

where |post5mgi| is the number of posts for tag,, dsim and
usim are the document and user similarity measures (de-
scribed below) and 8 < 1 is the weight given to document
similarity compared to user similarity.

If there are not enough tags in the resulting tag set with
a suitability score above a user-defined threshold, new tags
are generated as described in the section above.

Finding the Document Neighbour hood

As described previously the document clustering algorithm
results in a cluster hierarchy where each parent node has two
child nodes. To select a set of similar documents for a new
document from the cluster hierarchy, the tree is traversed
from the top down and the new document is assigned to one
of the two clusters at each branch split. Thus a path through
the tree is obtained for the new document in O(log nc) time.
From this path, the cluster with the highest cosine similar-
ity is assigned to the document as its cluster and the docu-
ments in the cluster added to the set of similar documents
Dygim. For each of the documents in Dy, the similarity to
the new document dsim(docnrew, doc;) is calculated by cosine
similarity. If the document similarity is above a threshold
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| Z dSim(dOCneu“ dOCi)B-usim(ua, Ub)

6 for each of the documents in Dg;y,, further documents are
added to Dgn, by travelling up the tree from the cluster
and adding all documents in the clusters on the path until a
cluster containing a document with dsim(docnew, doc;) < 0
is encountered.

User Similarity

The similarity between two users can be calculated in
three different ways.

The document set similarity considers how many docu-

ment are shared between the two users and is calculated
using the Jaccard co-efficient.

_ |Da n Db‘
|DaUDb‘

where D, and D are the document sets of the two users.
The vocabulary similarity measures the overlap in the two
users’ vocabulary sets and is given by
simy (e, uy) = 1Va Vbl
V\UWUa, Up |Va U ‘/b|
where V, and V} are the sets of tags used by the two users.
The tagging similarity considers whether the two users
assigned the same tags to the same documents and is calcu-
lated as follows.

stmp (Ua, Up)

|Ta;aNTa;bl
aZ [ Taia N Tasol
|Ta;a U Tapl

1

SimT (’lLa, ’lLb) = m
a b

where Ty, and Ty, are the tag sets of the two users for
document 4. The tagging similarity measure incorporates
document set similarity through the division by |Dg U Dy|.
This ensures that the tagging similarity reflects not only the
documents for which two users have common tags but also
takes into account the number of documents for which the
two users do not have common tags.

The tagging similarity measure is the most valuable since
it takes into consideration both, document and tag sets and
the relationship between these, while the other two measures

(1f8¢us on only one of these aspects. However, due to spar-

sity of the data the two users often do not have any shared
document-tag pairs which means the tagging similarity is
zero. Hence, the tagging similarity is combined with vocab-
ulary similarity which results in zero less frequently. A tag-
ging similarity of zero and a non-zero vocabulary similarity
indicates that the users share some tags but have assigned
them to different documents, thus the tags used by user wu,
might be suitable for up. The combined user similarity score
is given by

usim(ua, up) = asimr (ua, up) + (1 — a)simy (ua, up)

where o < 1 specifies the weight given to the tagging simi-
larity compared to the vocabulary similarity.

EVALUATION

At the time of writing, the implementation of the sug-
gested system is not fully completed and an extensive evalu-
ation to determine the best thresholds and parameters still
has to be done. An initial evaluation was carried out on
a dataset from the social bookmarking website Bibsonomy.
The dataset consists of a variety of websites and academic
papers that were bookmarked on Bibsonomy and the tags
that were assigned to these documents by the users. The



post-core at level 5 was used so each user, document and
tag appeared at least five times in the data, resulting in
7538 posts (user, document pairs) containing 244 users, 953
documents and 811 tags. Similarly to [4], leave-one-out cross
validation was used to evaluate the algorithm. Each docu-
ment was represented using a vector space model, where the
dimensions were the 1000 words with largest document fre-
quency in the corpus. Five tags were recommended for each
test post and the performance measure was standard F1.
Since the test dataset contained only users and tags already
known to the system no new tags were generated.

The most significant parameters of our recommender sys-
tem are thresholds on document and user similarity. These
thresholds allow us to consider only documents and users
with a similarity score higher than the set value when calcu-
lating the scores for the potential tags. If we set the thresh-
old for document similarity to 1.0, only tags assigned to the
new document in other posts (by other users) are considered.
This is referred to as the set of popular tags in other systems
such as the current del.icio.us tag recommender. While in
other systems the score for each tag is given simply by the
number of posts it appears in, our system also weights each
post’s importance by considering the user similarity to the
active user, hence personalising the tag recommendation. If
we set the threshold for user similarity to 1.0, only the tags
from the active user’s other posts are considered. This is
referred to as the set of personal tags. For this scenario
each tag’s score is influenced by the similarity of the new
document to the documents in the user’s posts.

When tested on their own, the approach of popular tags
produced better recommendations (F1 of 0.25) than the per-
sonal tags (F1 of 0.13). However, the best results were
achieved through generating two sets of tags, one from each
approach and combining them to give a final recommenda-
tion set. The two sets were combined by a weighted sum of
the two scores for each tag in order to increase the overall
score of tags which appeared in both sets. The final tag
scores were then normalised. By recommending tags from
the combined set of popular and personal tags, the F1 was
increased to 0.35. The results of the combined approach
when recommending different sizes of tag sets is shown in
Figure 1 below. To additionally evaluate our method of
generating new tags, we set the threshold on the tag score
to 1.0 in another test run so that all recommended tags were
generated from the content of the documents. The resulting
F1 was 0.12 when generating five tags for each post.

0.6 -
——&—— precision J///l,,,,ﬂl"'

0.5 —&— recall .l

' —4&—F1 e

_—

0.4 o
0.3 \
0.2 |
0.1

0 T T T T T T T T

2 3 4 5 6 7 8 9 10
number of recommended tags

Figure 1: Results on Bibsonomy dataset at p-core 5
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CONCLUSION AND FUTURE WORK

In this paper we suggested a novel approach to person-
alised tag recommendation. By creating a cluster tree of
documents we generate a topic hierarchy from general to
specialised, and determine the level of specialisation of a
new document. The recommended tags reflect the general-
ity of the new document. Through identifying a set of users
similar to the active user and measuring their similarity, we
are able to suggest personalised tags. If the required number
of tags cannot be found in the existing tag set, new tags are
generated from the vocabulary of the document corpus.

We plan to perform an extensive evaluation of the sug-
gested system on different datasets in order to find the best
values for the many parameters such as the weights given
to the different similarity measures and thresholds for tag
suitability. We will also evaluate our methods ability to ad-
dress the new-user/new-document/new-tag instantiation of
the new-item problem well known in Recommender liter-
ature. To further improve the tag recommender, we plan
to implement and evaluate different clustering and cluster
representation techniques such as those used by CURE [3].

In the future, we plan to investigate different approaches
to tag recommendation, taxonomy generation and dimen-
sionality reduction. Techniques for feature extraction such
as finding synonym sets and topic models for documents are
very interesting and have the potential increase the perfor-
mance of any tag recommendation or classification system.
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ABSTRACT

We investigate the problem of item recommendation during
the first months of the collaborative tagging community Ci-
teULtke. CiteULike is a so-called folksonomy where users
have the possibility to organize publications through anno-
tations - tags. Making reliable recommendations during the
initial phase of a folksonomy is a difficult task, since infor-
mation about user preferences is meager. In order to im-
prove recommendation results during this cold start period,
we present a probabilistic approach to item recommenda-
tion. Our model extends previously proposed models such
as probabilistic latent semantic analysis (PLSA) by merging
both user-item as well as item-tag observations into a unified
representation. We find that bringing tags into play reduces
the risk of overfitting and increases overall recommendation
quality. Experiments show that our approach outperforms
other types of recommenders.

Categories and Subject Descriptors

H.4 [Information Systems Applications|: Information
Search and Retrieval

Keywords

recommendations, folksonomies, CiteULike, cold start,
PLSA

1. INTRODUCTION

Recommender systems have become an integral part of
almost every Web 2.0 site, allowing users to easily discover
relevant content. Many social tagging communities, such as
CiteULike*, Delicious® and Bibsonomy®, use recommenda-
tion techniques as part of their service. These communities,

"http://www.citeulike.org/
*http://delicious.com/
*http://www.bibsonomy.org/
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generally referred to as folksonomies, give users the possi-
bility to annotate items with freely chosen keywords (tags)
for easier content retrieval at later points in time [14]. Most
of these folksonomy systems recommend suitable tags when
a user tags a new item.

In this paper we consider a problem all new folksonomy
websites and services offering recommendations encounter —
the cold start phase, during which recommendations have
to be made based on very little historical data. During
this phase, the similarities between items are hard to calcu-
late as the user-item graph is sparsely, if at all, connected.
However, when turning to tags, we find a higher connectiv-
ity. Our objective is to increase the quality of item recom-
mendations during this cold start phase by utilizing item-
tag co-occurrences in conjunction with their user-item co-
occurrence counterparts. By doing so, we improve standard
collaborative filtering models by considering user-given an-
notations, i.e. tags.

Probabilistic latent semantic analysis (PLSA), as intro-
duced by Hofmann in [8], is known for improving recom-
mendation quality in different settings [1]. PLSA assumes a
lower dimensional latent topic distribution of the observed
co-occurrences. These latent distributions group similar
items together. We use an extended model of the hybrid
PLSA recommender described in [15]. Our recommender
derives the latent topic distribution from user-item and item-
tag co-occurrences in parallel. Furthermore we extend this
model to cope with known issues related to overfitting.

We perform our evaluation on a subset of the CiteU-
Like dataset. CiteULike is a service allowing users to
share, organize and store scholarly papers by assigning tags.
Daily snapshots of the CiteULike dataset are made available
through the official website*. Since we are only interested in
the startup period of recommendation systems we carry out
our experiments on the first 12 months of the available data,
starting on day one - when the first document was tagged
on November 4, 2004. For comparison we also present how
our model performs after 24 months, which corresponds to
a point in time when CiteULike had become an established
service. Our results clearly show that our Hybrid PLSA
(HyPLSA) model produces higher quality recommendations
during the cold start period compared to other models. Ad-

< for ditionally we find that our approach performs well when the
es arelataset has grown significantly in size, although these im-
*OpieSprovements are not as significant as the ones during the cold

start period though.

‘http://www.citeulike.org/fag/data.adp
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1.1 Related Work

Recommender systems can be divided into three main cat-
egories; collaborative filtering-based, content-based, and so-
called hybrid systems which combine both. Collaborative fil-
tering approaches base their recommendations solely on co-
occurrence observations between users and items. Content-
based ones, as the name suggests, derive their similarities
based on content, i.e. term distributions etc. Hybrid sys-
tems utilize data from both of these models. In folksonomies
tags tend to reflect the content of the tagged item [2], thus
even if we do not consider the actual item content itself,
we group tag-based recommender system together with the
content-based ones.

The authors of [15] present a hybrid approach to item rec-
ommendation in collaborative tagging communities based on
PLSA in which they exploit tags to improve recommenda-
tions on very large datasets.

Since the introduction of PLSA by Hoffman in [8] it has
shown to perform very well in a wide area of topics, among
others it continues to outperform multiple other recommen-
dation and decomposition algorithms [1,16]. A drawback of
PLSA is that it does not necessary converge to the global
optimum [5]. One way to overcome any effects that may
arise from this is presented in [3,6] where the authors show
that multiple training cycles for the same test/train splits
provide for more robust results.

Past research within the context of recommendation in
folksonomies has, until recently, been focused on tag rec-
ommendation [7,13]. We apply our extended HyPLSA ap-
proach on the task of item recommendation instead.

Another successful approach to recommendation within
folksonomies is the FolkRank algorithm introduced by the
authors of [10], we use this algorithm as a comparison to our
approach.

The remainder of this paper is structured as follows. In
Section 2 we present the algorithms utilized in our exper-
iments followed by a description of our tests, dataset and
experimental setup in Section 3. We present our results in
Section 4 and draw final conclusions in Section 5.

2. ALGORITHMS

In the following section we describe our HyPLSA approach
which is an extended version of the one presented by the
authors of [15].

2.1 Model fusion using PLSA — HyPLSA

Hotho et al. [9] describe a folksonomy as tripartite graph
in which the vertex set is partitioned into three disjoint sets
of users U = {u1, ..., w }, tags T' = {t1, ..., tn } and items [ =
{i1,...;im}. In [15] Wetzker et al. simplify this model into
two bi-partite models; the collaborative filtering model IU
built from the item user co-occurrence counts f (i, u), and the
annotation-based model IT analogously derived from the co-
occurrence total between items and tags f(i,t). In the case
of social bookmarking IU becomes a binary matrix (f(i,u) €
{0,1}) since each user can bookmark a given web resource
one time only. Given this model, we want to recommend
the most interesting new items from I to user w; given his
or her item history.

The PLSA aspect model associates the co-occurrence of
observations with a hidden topic variable Z = {z1,..., 2 }.
In the context of collaborative filtering, an observation cor-
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responds to the bookmarking of an item by a user and all ob-
servations are given by the co-occurrence matrix IU. Users
and items are assumed independent given the topic variable
Z. When applying the aspect model, the probability of an
item that has been bookmarked by a given user can be com-
puted by summing over all latent variables Z:

P(im|w) ZP im |2k ) P(2x]w) (1)

For the annotation-based scenario we assume the set of hid-
den topics to be the same as in the item tag co-occurrence
observations given by IT. In compliance with (1), the con-
ditional probability between tags and items can be written
as:

P(iml|tn) ZP tm|2k) P(zk|tn). (2)

Following the procedure in [4], we can now merge both mod-
els based on the common factor P(im|zx,) by maximizing the
log-likelihood function:

L%

m

o Z S (im,w) log P(im|ur)
!

+(1=a) > flim,tn)log Plimlta)|,  (3)

where « is a predefined weight for the leverage of each two-
mode model. Using the expectation-maximization (EM) al-
gorithm [4] we subsequently perform maximum likelihood
parameter estimation for the aspect model. During the ex-
pectation (E) step we begin with calculating the posterior
probabilities:

P(im|ze) P (zk|u)

A G
. Plim|ze)P(zi|tn
Plaltnim) = ZTIE),

and then re-estimate parameters in the maximization (M)
step according to:

P(zi|u) Zf Uy b ) P (25wt im) (4)
Zk‘tn Zf tnﬂzm Zk‘t'ﬂvzm) (5)
P(im|zr) o aZf (u, im) P(zk|ut, im)

+1—-a Zf nylm)

Based on the iterative computation of the above E and M
steps, the EM algorithm monotonically increases the likeli-
hood of the combined model on the observed data. Using
the o parameter, our new model can easily be reduced to
a collaborative filtering, or annotation-based model, simply
by setting a to 1.0 or 0.0 respectively.

Because of the random initialization of the EM algorithm
utilized by PLSA, we employ an averaging approach to re-
duce any effects possibly caused by local maximum optimiza-
tions. Thus, following Equation (1), we repeat Equations (4)
to (6) n times for every recommendation and average the
probabilities obtained from Equation (1). Our contribution

P(zkltn,im) (6)



to the model is presented in Equation (7), where the final,

averaged, probability is given.

Plimbu) = ZnTrlimlt)

the probability P(im|u;) from Equation (7).

(7)

We can now recommend items to a user u; weighted by

For items al-

ready bookmarked by the user in the training data we set
this weight to 0, thus they are appended to the end of the

recommended item list.

3. EXPERIMENTS

We conduct our experiments on the CiteULike dataset,

these experiments are described next.

3.1 Dataset

3.2 Experimental setup

To create test and training sets for our algorithms, we
split each monthly snapshot in two. For all users who had
bookmarked at least 5 items in the current snapshot, we se-
lected 80% of their items as the training set. The remaining
items were consequently used for testing. We then trained
all recommender types on the training sets and evaluated
their performance on the test sets. The relatively small size
of the dataset allowed us to optimize parameters through a
brute force approach. Evaluation measures were averaged
over all users in 10 independent test runs.

4. RESULTS

We evaluate the performance of each recommender with
the well known and widely used precision at 10 measure
(Prec@10). Other evaluation measures, such as mean aver-
age precision (MAP), area under curve (AUC)and F1 score
(F1), showed similar results.

The CiteULike bookmarking service provides daily snap-
shots of their data for research purposes. At the time of
writing the overall dataset consisted of roughly 53 months
of data. As noted earlier we are only interested in the initial
phase of the service and therefore limit our analysis to the
first 24 months, focusing on the first 12.

CiteULike was chosen as the experimental dataset because
it is a well known real-world folksonomy and has been ex-
perimented on by numerous others [11,12,17].

We started by removing all users who had bookmarked
less than 20 items as well as items and tags that occurred
only once. We then created monthly snapshots where each of
the snapshots accumulated all previous tagging events. By
doing this we were able to simulate a growing folksonomy
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Figures 1(a), 1(c), 1(b) and 2 show some characteristics

of our dataset.
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Figure 1: Users and tags plotted against the number

of items they are connected to.
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Figure 3: Prec@10 values for the item recommen-
dation task on the CiteULike dataset plotted per
month. The number of latent topics (k) is set to 80
for the purely annotation-based PLSA recommender
(v =0.0) and to 10 for the purely collaborative ver-
sion (o = 1.0). The MP and FR lines represents
the performances of a most-popular baseline classi-
fier and the FolkRank recommender presented by
Hotho et al. [10]. The results of the combined Hy-
PLSA approach are seen in the topmost line, the
parameters « and k where set to 0.1 and 80 respec-
tively.

Figure 3 shows the Prec@l0 values for the HyPLSA
recommender obtained with an optimal parameter setting
(alpha = 0.1, k = 80), the purely collaborative filtering-
based PLSA recommender (o = 1, & = 10), the purely
annotation-based PLSA recommender (alpha = 0, k = 80),
the baseline most-popular recommender and the FolkRank
recommender. The figure shows a significant improvement
when using the HyPLSA recommender, especially in the
early months of the CiteULike. We also see that as the
dataset grows, and the number of possible items to recom-
mend increases, the precision values decrease. Nevertheless,
the HyPLSA approach delivers significantly better results
than the other evaluated approaches.

Figure 4 shows a figure similar to Figure 3, this time with
Prec@10 values plotted against the number of items in the
dataset, confirming the observation made earlier.

In Figure 5 we present the relative improvements in pre-
cision of the HyPLSA approach plotted against the other



ones explored in this paper.

The reason for these results
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to provide for better recommendations as the size of dataset
increases. We believe that the reason for the relative im-
provement being higher in the beginning can be traced back
to the pattern seen in Figures 1(a) to 1(c) where we initially
see a very much higher density in tag usage compared to
usage patterns. As the tag usage pattern density becomes
more and more similar to the tag density the recommenda-
tion results of all PLSA (tag, CF and HyPLSA) approaches
become similar.
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